
Fig. 2. Overview of CPU-only imple-
mentation.

GPU-BASED ACCELERATION OF GENETIC ALGORITHMS

Genetic algorithms o�er answer to almost every problem of 
NP or even NP-hard complexity, which are merely solvable 
in nondeterministic polynomial time. This process is in-
spired in nature. As in real world, even in computer evolu-
tion exists a population of thou- sands of competing indi-
viduals. Those considered best move their o�springs to the 
next generation and the process repeats. It is important to 
note that with these algorithms we are never sure if the so-
lution found is the best one - we assume it is good enough.

We measured how much these algorithms may be opti-
mized by computing as much as possible in parallel. Even 
though CPUs o�er threads and other technologies, modern 
GPUs with hundred times more cores are much better for 
parallelization. With this optimization, the total time re-
quired may be decreased to fractions of original time.

For reference values, we have simulated a Pole Balance 
problem, in which a cart able to move in just one axis is 
taught to balance a pole connected to its base.

Many computing problems cannot be solved within a reasonable time 
span if all possible solutions have to be evaluated in order to �nd the 
best one. This is especially true about the NP hard complexity class 
(which also contains NP-complete class) [2]. Genetic algorithms (GA) 
can �nd a ”good enough” solution, but can never tell if the result found 
is the most optimal, the best.

tWith genetic algorithms, the good enough solution should be found 
faster. The actual time complexity depends on the implementation.

Genetic programming borrows many terms from the Darwinian evolu-
tion theory. On the beginning, a generation of random organisms 
(sometimes called entities in programming context) is created. Then, 
each organism’s quality is evaluated: that is the �tness function. Next 
generation is created by mutation and crossover of the last generation 
recursively, until at least one entity with attributes looked for is found.

The initial implementation of our genetic algorithm was created 
merely as a reference for how much the GPU version is faster. Basic 
overview is at Fig. 2. It’s obvious that this algorithm has a time com-
plexity of

O(ge)
where g is the number of generations and e number of
entities per generation.

We are able to literally eliminate the e from the complexity by par-
allelizing the evaluation of �tness function for each entity. The 
time complexity for the genetic algorithm implementation should 
be:
ncore is the core count of the GPU used.

Of course, if number of entities per generation is lower then GPU 
core count, computing does not have to be split into several serial 
iterations:

O(g)
Present GPUs might have as much as thousand of cores or even 
more (for example nVidia GeForce GTX 590 has 1024 cores) [6]. This 
Pole Balance Problem has taught us that the genetic algorithms 
work best with merely a few hundreds of entities per generation 
(usually it might be less than half of generation count required to 
�nd good enough solution).

Optimization

Genetic algorithms

Imagine the Traveling salesman problem: given a list of cities, the 
task is to �nd a shortest possible tour that visits each city exactly 
once. This is probably the best known example of a NP-hard prob-
lem. Without GA, its time complexity would be a factorial time for 
brute-force search and exponential time for solution with dy-
namic programming.

Traveling Salesman Problem

Fig. 1. Schematics of inverted pendulum
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Fig. 4. Time pro�le of original GPU imple-
mentation
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Fig. 5. Time pro�le of GPU-only implementa-
tion (note the pie charts do not represent 
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Fig. 3. Comparison of all three implementations. The GPU im-
plementation seems to be four times as fast as the combined 

application.




